Scientific Applications on the Massively Parallel BG/L Machine
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Abstract: The new BG/L machine from IBM has a massively parallel computing
paradigm of large numbers of relatively slow and simple processors, and implements
parallelism on a scale an order of magnitude larger than other available platforms.
However, this hardware architecture presents opportunities and challenges to high performance software applications. The FLASH code, developed at the Center for Astrophysical Thermonuclear Flashes at the University of Chicago, is a modular, adaptive
mesh code used for simulating compressible, reactive flows found in astrophysical environments. FLASH was instrumental in the early testing of the system software on the
prototype BG/L platform. Later, the FLASH Center produced a huge science run at the
Lawrence Livermore National Laboratory, on the largest current BG/L installation. In
this paper we discuss our experiences in porting FLASH to the BG/L platform and how
we dealt with issues of optimization, algorithm scalability, and I/O. We also describe the
challenges of managing terabytes of data in millions of files generated by the production
run on the Livermore BG/L.
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1.

Introduction

Contemporary parallel computers are typically clusters of nodes with commodity processors.
This paradigm is very useful for providing low-cost, high-performance computing, but its future
may be limited by prohibitively expensive physical constraints such as power dissipation. Supercomputers with more specialized hardware suffer similar restrictions.
Because of these limitations, IBM’s new BG/L architecture is designed to deliver large scale
parallel computing for a fraction of the operating costs of the largest systems available today. For
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example, in its largest incarnation at the Lawrence Livermore National Laboratory (LLNL), the
BG/L system will exceed the performance of the Japanese Earth Simulator by a factor of about
nine while requiring one-seventh as much electrical power, and one-fourteenth the floor space [3].
The parallelism here is on a scale an order of magnitude larger than any other available platform.
An additional advantage of this new architecture is its potentially unlimited scalability resulting
from its 3d-torus interconnect implementation.
The BG/L machine revives the massively parallel computing paradigm of large numbers of
relatively slow and simple processors. The vast scale of these machines presents opportunities and
challenges to high performance applications. Because each BG/L processor offers lower performance and less memory (only 512 MB) than processors on other platforms, scientific applications
attempting to effectively use this platform must be able to exploit fine-grained parallelism while at
the same time scaling to over tens of thousands of processors.
The FLASH code [5] is a modular, component-based application code used for simulating compressible, reactive flows found in astrophysical environments. The code supports multiple methods
for managing the discretized simulation mesh including the PARAMESH library [6] for a blockstructured adaptive mesh. The FLASH code traditionally scales very well [2], and was chosen in
the spring of 2004 as one of the marquee applications for the new BG/L platform. FLASH, with
its adaptive mesh capability and global regridding operations, was of particular interest to the
developers at IBM because it was not immediately obvious that such a code would be appropriate
for the machine. As one of the first applications to run, the FLASH code was instrumental in the
early testing of the system software, and in fall 2005 the FLASH team was given the opportunity to
perform a production science run on the LLNL BG/L. The run was performed on 65,536 processors
in coprocessor mode over the period of approximately one week, for a combined total of almost 11
million CPU hours. The simulation chosen was one of compressible turbulence on an 18563 uniform
mesh [4].
In this paper we discuss our experiences porting FLASH to the BG/L platform and how we
dealt with issues of optimization, algorithm scalability and I/O. We describe the production science
run, especially regarding the details of our approach to I/O. The expected difficulties of managing
terabytes of data were exacerbated by the additional need to understand the performance of parallel
I/O libraries on the LUSTRE file system at LLNL.

2.

Early Experiences

Our effort to model the performance characteristics of BG/L began in spring 2004 before we
had access to the platform. FLASH contains physics modules capable of explicit compressible
fluid dynamics, nuclear reaction networks, self-gravity, general equations of state, and collisionless
and tracer particles. It has proven to be very robust in terms of both portability and performance.
FLASH can use either a uniform grid with grid spacing fixed throughout the domain, or an adaptive
grid (AMR) where the spacing depends upon differing resolution requirements in the physical
domain. The AMR grid spacing is also dynamic, evolving as needed to place the highest resolution
where sharp solution features occur. The basic communication pattern for management of the
grid in both uniform and adaptive grid is ghost cell exchange, which requires nearest neighbor
communications and is expected to scale well. However, the adaptive grid also has a non-local,

somewhat random communication pattern related to regridding, as the grid adapts and the work
load needs to be redistributed among processors.
Early performance models indicated that the decomposition granularity required by the individual nodes with 512 MB memory would make achieving a reasonable computation-to-communication
ratio a daunting task. These models were overly pessimistic because they all assumed more system overhead than the reduced functionality compute node kernel requires, because the kernel has
nearly all of the 512MB of node memory available.
Porting the FLASH code to BG/L was relatively straightforward, although the system was still
under construction. Because FLASH opts to keep hardware system requirements relatively simple
by not using dynamic libraries, threading, forking or other advanced kernel features, the reduced
functionality kernel of BG/L did not pose a problem. Additionally, the small kernel generates
very few interrupts, and those that are generated are well-synchronized across the entire system.
Because of the good synchronization and the efficient interconnect, global operations on BG/L
are relatively inexpensive. Load balancing associated with the adaptive mesh in FLASH was not
expected to scale beyond a few thousand processors. However, the low cost of global operations
allowed the mesh regridding algorithm to scale smoothly to all of the 16K nodes available during
the initial testing phase.
From the beginning, the performance of the code was very encouraging as illustrated in Figures 1-2. The first figure shows results from various platforms including the BG/L machines at
the Argonne National Laboratory (ANL) and at IBM/Watson. The last figure is from the LLNL
BG/L machine. Both show scaling results for constant-work-per-processor simulations, with Figure 2 presenting the nearest-neighbor communication time along with the evolution time. All grid
algorithms scaled nearly perfectly, though single-CPU performance held a few challenges. With
the CPUs running at 700MHz, we expected approximately a third the performance of a 2.4GHz
machine. Initially achieving this goal required hand-coding explicit use of an optimized vector
library (MASSV) to use the dual floating point units. As the BG/L compilers matured, the handoptimization became less important. Finally, we note that the initial porting process excluded using
parallel I/O because no libraries were available at that time. The lack of a scalable parallel I/O
library remains a problem, and our solution to this obstacle for the production run is detailed in
the next section.

3.

The Science Run

In fall 2005, we performed the world’s largest weakly-compressible homogeneous isotropic threedimensional driven turbulence simulation on a uniform, non-adaptive grid at LLNL’s BG/L. Scientifically, understanding turbulence has been a long-standing problem. The resources available
permitted us to use a very high-resolution (18563 ) grid, evolved for over a dynamically significant
evolutionary time – about one eddy-turnover after the fluid had reached steady-state. In terms
of fluid dynamics, this resolution represents a very large effective Reynolds number with an inertial range covering almost three decades in length-scale. This problem choice also allowed us to
use thoroughly tested components of a new release of the code, FLASH3 [1], those with the best
potential for scaling.

Fig. 1.— Comparative study of hydrodynamics kernel time for constant work per processor simulations. Shown are BG/L results compared against similar results from other machines. The curves
include results from both the ANL and IBM/Watson BG/L machines. Results from IBM/Watson
were taken at several times as the machine evolved, with obvious improvements.
Our scientific goals are twofold. Firstly, we strive to constrain advanced theories of fullydeveloped turbulence, such as those proposed by She-Leveque [7], with the extensive volume of grid
data obtained over the course of the simulation. Secondly, we compare Lagrangian data gathered by
the immersion of over 16 million computational tracer particles within the flow against experiment
and theory.
Our simulation produced four types of output:
• ASCII log files, written as the code logs its progress and records some integrated quantities
• checkpoint files, full-resolution simulation snapshots that can also be used for restarting
• plotfiles, which contain a subset of the grid variables and are written more frequently than
the checkpoint files
• particle plotfiles, which contain the relevant particle data
The grid and particle plotfiles contain the primary data for analysis. Although the simulation was
run at a resolution of 18563 , the plotfiles are coarsened down by a factor of two by averaging, to a
resolution of 9283 . It is worthwhile noting that coarsening a computational mesh by a factor of two
or even four is an enormously useful strategy to help make terascale data storage and processing
manageable. This compaction is scientifically defensible because any information stored above the

Fig. 2.— Scaling plot showing elapsed wall clock time for constant local work per processor.
Shown are the total evolution time and the time spent in nearest-neighbor communication (ghost
cell filling).
Nyquist frequency of roughly four cells will not carry well-resolved information. For the large-scale
turbulence simulation, analysis of the third-order Eulerian structure function reveals that numerical
dissipation takes hold at approximately four grid cells, so in this case, no meaningful data was lost
during coarsening.
We took particular care before the run to test the scaling of FLASH I/O, given the previously
untested interaction between the LUSTRE file-system and the BG/L platform. As anticipated, we
found that none of the parallel I/O libraries available with FLASH, namely, HDF5, PnetCDF, and
basic MPI-IO scaled to more than 1024 processors. This limitation required us to implement a
direct I/O approach whereby each process wrote its portion of the data to its own file in a Fortran
sequential format. In all, the run totaled about 2,300 separate data dumps, and each dump created
32,768 files, for a total of roughly 74 million files. Furthermore, the multiple-file direct I/O approach
complicates analysis. Specifically, analysis of Lagrangian particle data is challenging because a given
particle might reside in any of 32,768 files for each snapshot, as Figure 3 illustrates. This figure
shows the evolution in time of a small subset of the 2563 total particles from a tightly-packed initial
distribution in the center 0.01 percent of the domain. It is obvious from this figure that there is
no predictable pattern in the particles’ movement that could be exploited in analysis. We had to
design a new parallel algorithm to sort the particles data in a manageable format.
Regardless of the structure of the data files, the run generated a tremendous amount of output.
The grid data accounted for the vast majority of the storage requirement and each grid plotfile dump
was about 20 GB. Checkpoint file dumps, at the full 18563 data cube at double precision, were
roughly 0.7 TB each and the particle plotfile dumps were about 470 MB each. Some 700 grid
plotfiles, 200 checkpoint files, and 1400 particle plotfiles were written over the course of the run,
accounting for some 154 TB of disk capacity in total. Had the plotfiles not been coarsened, their
size would have grown from 14 to 112 TB. The plotfiles and particle plotfiles were subsequently

Fig. 3.— Distribution of tracer particles after 4.1 dynamical times of evolution. Particles were
initially distributed in a tiny section in the center of the domain, (1/20)3 of the total volume.
Shading corresponds to the normalized velocity in the z-direction. Also shown are particle “trails”
from earlier time steps.
brought back to the FLASH center, and now occupy about 15 TB of RAID capacity on our local
computing cluster. The transfer of the data was facilitated by the GridFTP tool [8], which sped
the transfer by a factor of about 25 over other available options.

4.

Conclusions

Initial performance modeling raised concerns about the ability of FLASH to scale to tens of
thousands of processors, as required to effectively utilize the new BG/L architecture. Anticipated
problems with the requisite fine-grained domain decomposition and the regridding algorithm of the
adaptive mesh, however, failed to materialize. We found the memory constraints were not as severe
as anticipated due to the small memory overhead of the reduced functionality kernel. We also found
that the code scaled and performed well, and that we were able to go into production relatively
quickly.
We were able to perform one of the largest extant simulations of turbulent flow in spite of the
hardship of direct I/O. We note, however, that our task was simplified by using a uniform mesh as
the relatively smooth flow in our simulation did not require an adaptive mesh for tracking sharp
features. Also, the explicit hydrodynamics method we employed met our expectations in its ability
to scale extremely well. The biggest challenge we faced in performing this simulation was that of

I/O. Standard parallel libraries were not able to scale to tens of thousands of processors and we
were forced to use a direct I/O scheme. This situation produced a bottleneck in the transfer and
analysis of data, but did not result in any problems with performing several successful restarts
during the course of the science run.
Finally, we note that data management rather than scaling posed the greatest challenge when
using a machine as large as the LLNL BG/L. The development of parallel I/O packages and
analysis tools typically lags machine development significantly, and the new BG/L architecture is
no exception. We also note that other physics algorithms requiring global communication, e.g. the
Poisson equation, will prove problematic in applications run on architectures of tens of thousands
of processors. Despite these limitations, our experience indicates that it is possible to perform
meaningful terascale scientific simulations on this type of machine.
This work is supported by the U.S. Department of Energy under Grant No. B523820 to the
Center for Astrophysical Thermonuclear Flashes at the University of Chicago.
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